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Abstract

We study word frequencies along infinite strings whose finite prefixes lie in a regular lan-
guage of geodesic representatives of group elements. Let (G,H) be a non-elementary relatively
hyperbolic pair, and suppose that, over a finite symmetric generating set, there is a prefix-closed
regular language containing exactly one shortest word representing each element of G. Modeling
this language using a finite-state Markov chain, we define a probability measure on the space of
infinite strings whose finite prefixes are words belonging to this language. Each such string labels
a geodesic ray emanating from the identity. We show there is a continuous surjection from this
space onto the Bowditch boundary, and the pushforward of the probability measure under this
map is a Patterson–Sullivan probability obtained as a weak limit of weighted counts of group
elements. For a word w, the ordered frequency of w along a given labeled ray is the limiting
proportion of consecutive nonoverlapping tuples of length |w| that exactly spell w. For almost
every infinite string under the constructed measure, these frequencies exist simultaneously for
all nonempty geodesic words, with no restriction on their lengths. Consequently, almost every
boundary point with respect to this Patterson–Sullivan probability is the endpoint of at least
one such ray along which all these frequencies exist. In particular, after possibly enlarging the
generating set, these results apply when the peripheral subgroups are virtually abelian.

1 Introduction

How often does a given word appear in a typical infinite string read by a finite-state automaton?
For a prefix-closed regular language, the infinite strings we have in mind are those whose finite
prefixes all belong to the language. We study this question for regular languages that choose one
shortest word representing each element of a relatively hyperbolic group. For a word of length k, we
read the infinite string in successive k-tuples, starting with its first letter, and ask what proportion
of these tuples spell the word. For example, for a three-letter word we inspect letters 1–3, then 4–6,
then 7–9, rather than every possible starting position. The limiting proportion, when it exists, is
the ordered frequency of the word. To say what typical means, we construct a Markov probability
measure on infinite paths in the automaton, which we will henceforth refer to as a geodesic combing.
We show that ordered frequencies exist almost surely for this measure, and identify the distribution
of the corresponding endpoints on the boundary of the group.

Our motivation comes from first-passage percolation (FPP), where edges are assigned indepen-
dent, identically distributed passage times and the time needed to travel between two vertices is
the infimum of the total passage times of paths joining them. On Zd, the existence of a directional
time constant under suitable assumptions is one of the early results of the subject; see [BM22,
Section 1] for an overview. Basu and Mj prove a corresponding result for word-hyperbolic groups:
expected passage times, divided by word distance along a geodesic ray, converge in almost every
boundary direction with respect to Patterson–Sullivan measure [BM22, Theorem 5.1]. Their proof
uses ordered frequencies to average contributions from finite portions of a geodesic ray. As they
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explain in [BM22, Section 3.3], this notion modifies a counting function introduced by Rhemtulla
[Rhe68] and rediscovered by Brooks [Bro81].

Mahan Mj asked whether the time constant result could be extended beyond hyperbolic groups,
and suggested considering relatively hyperbolic groups. The case of virtually abelian peripheral
subgroups is particularly appealing: it allows Euclidean geometry inside the peripheral subgroups
while retaining hyperbolic geometry relative to them. The lattice and hyperbolic results suggest
asking whether a similar law of large numbers holds in this setting. Ilya Gekhtman suggested the
class with geodesically completable peripheral subgroups studied in [GTT20], which includes the
virtually abelian. Here we extend the ordered-frequency result to this setting.

Main results

We consider a non-elementary relatively hyperbolic pair (G,H), meaning that its Bowditch bound-
ary is infinite. Fix a finite symmetric generating set S and a finite geodesic combing of Cay(G,S),
as in Definition 2.6. Here the combing is a finite generator-labeled directed graph whose finite
paths from its initial vertex give exactly one shortest representative for each group element.
A Markov description of the boundary measure. Following Calegari–Fujiwara [CF10], we
construct a based Markov probability measure µ0 on infinite paths beginning at the combing’s
initial vertex (Lemma 3.5). Each such path labels a unique geodesic ray in Cay(G,S) from the
identity. We show there is a continuous surjective map sending these labeled paths to the Bowditch
compactification. (Lemma 4.7). Theorem 4.16 shows that the normalized weighted-counting mea-
sures in Definition 4.13 converge weakly to a Patterson–Sullivan probability ν. The pushforward
of µ0 under this endpoint map is exactly ν.
Ordered frequencies exist almost surely. Theorem 5.8 gives a single set of full µ0-measure
on which the ordered frequencies exist simultaneously for every nonempty geodesic word, of any
finite length. For ν-almost every boundary point, all these ordered frequencies exist along at least
one combing ray ending there (Corollary 5.9). Basu and Mj use a divisibility condition on word
lengths to obtain mixing [BM22, Lemma 3.20]. We obtain existence for all word lengths using the
finite-state Markov chain ergodic theorem, without assuming mixing.

Examples

A finitely generated group is geodesically completable if every finite symmetric generating set can
be enlarged to one admitting a geodesic biautomatic structure. Antoĺın and Ciobanu show that this
property passes from peripheral subgroups to the relatively hyperbolic group [AC16, Theorem 1.5],
and the resulting structures supply the combings needed here [GTT20, Proposition 2.4]. In par-
ticular, the results apply to non-elementary relatively hyperbolic groups with virtually abelian
peripherals after enlarging the generating set if necessary [AC16, Proposition 10.1]. The example
Z ∗ Z2, is hyperbolic relative to Z2 but not word-hyperbolic. This shows our results go beyond
the hyperbolic setting. Appendix A works out its geodesic combing, Perron–Frobenius data, and
ordered frequencies explicitly.

Organization of the paper

The rest of the paper is organized as follows. Section 2 introduces geodesic combings and the
peripheral hypotheses that guarantee their existence in the relatively hyperbolic setting. Section 3
then constructs the Markov measures following Calegari–Fujiwara [CF10], using Yang’s growth
theorem [Yan22] to verify the required growth of paths. We include the language and Markov-
chain background for readers coming from geometry, and recall the geometric definitions for readers
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coming from those subjects. We also give the measure construction explicitly, since the choice of
initial state and normalization matter in the boundary comparison.

Section 4 shows the existence of a continuous surjection between the space of paths in the
geodesic combing and the Bowditch compactification, and proves the measure identity by lifting
weighted counting measures to finite paths. Section 5 proves existence of ordered frequencies, first
following the period-restricted argument of Basu and Mj, and then removing the restriction using
the ergodic theorem. Readers interested mainly in word frequencies can follow this Markov-chain
argument after Section 2; Section 4 is needed to interpret the conclusion on the Bowditch boundary.
Appendix A supplies an explicit combing, growth calculations, and ordered frequencies for Z ∗ Z2.
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2 Geodesic combings in relatively hyperbolic groups

The goal of this section is to define geodesic combings and identify a class of relatively hyper-
bolic groups that admit them. We then use the growth properties of nonelementary relatively
hyperbolic groups to show that every such geodesic combing is almost semisimple in the sense of
Definition 3.3. Gekhtman–Taylor–Tiozzo treat this almost semisimplicity as a consequence of pure
exponential growth and the defining bijection of a geodesic combing [GTT20, discussion following
Theorem 9.2]. For completeness, Lemma 3.8 makes this deduction explicit, including the passage
from pure exponential growth of balls to pure exponential growth of spheres (Lemma 3.7).

Once almost semisimplicity has been established, we largely follow the Perron–Frobenius and
Markov-chain construction of Calegari–Fujiwara [CF10]. They first construct a stationary probabil-
ity distribution on the vertices of an almost semisimple graph structure and then use the transition
probabilities to obtain a shift-invariant Markov measure on the space of infinite paths. We also
construct a based Markov measure µ0 on the space P0

∞ of infinite paths beginning at the initial
vertex v0. Although some of the relevant arguments could be cited directly from [CF10], we in-
clude the details needed for our normalization and for the distinction between the stationary and
based measures. In particular, Lemma 3.5 gives an explicit formula for the measure of every based
cylinder.

Together, Lemmas 3.8 and 3.5 produce a canonical probability measure on the infinite based
paths in a geodesic combing of a nonelementary relatively hyperbolic group. In the next section,
we extend evaluation continuously from finite based paths to their compactification and show that
the pushforward of µ0 is a Patterson–Sullivan measure.
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2.1 Geometry review and conventions

We begin by fixing how words describe routes in a Cayley graph. The finite directed graph in-
troduced next serves a different purpose: it records which spellings we choose. Keeping these two
graphs separate will help us pass from shortest representatives to statistics of paths.

Throughout this manuscript, all groups are assumed to be countable and finitely generated,
every generating set is assumed to be finite and symmetric, and no generating set contains the
identity. For a generating set S = S−1, let Cay(G,S) denote the Cayley graph with every edge
assigned length one, let dS denote its edge or word metric, and let |g|S = dS(id, g). We emphasize
that we are considering Cay(G,S) as an undirected graph. All geodesics in the Cayley graph are
assumed to be parametrized by arc length, thus travel at unit speed. A geodesic ray is an isometric
embedding γ : [0,∞)→ Cay(G,S).

2.2 Regular languages, graph structures, and geodesic combings

We now review some basic facts about regular languages, automatic groups, and graph structures.
We refer the reader to [ECH+92] and [HRR17] for comprehensive background information on the
subject.

Definition 2.1. An alphabet is a finite set of elements called letters. A word over an alphabet is a
finite string of ordered letters. A language is a collection of words. Let S := {s1, s2, . . . sm} be an
alphabet. We use the notation ℓ(w) to denote the length of the word w ∈ S∗. Let S∗ denote the
free monoid of all possible words over S, including the empty word. Let L ⊆ S∗ denote a language
over S. L is said to be prefix-closed if for any w = uv ∈ L, where u, v, w ∈ S∗, we have the prefix
u ∈ L.

Definition 2.2. Let S be an alphabet. An S-labeled graph structure (or simply graph structure)
is a finite directed (multi)graph with a distinguished initial vertex v0 with no incoming edges such
that every vertex is accessible from v0 and distinct edges leaving the same vertex have distinct
labels from S. An S-labeled graph structure G is said to accept a word w ∈ S∗ if there exists a
direct path in G starting at v0 such that reading the labels in order along the path exactly spells
w. A language L ⊆ S∗ is called regular if there exists graph structure that accepts exactly every
word w ∈ L; such graph structure is said to parametrize L. The underlying directed graph of G is
also referred to as a topological Markov chain and its vertices are referred to as states.

In general, there are infinitely many graph structures that parameterize the same language,
and depending on the application, the choice may not be important. However, we are interested
in statistics concerning the edge labels of a given path in the graph structure. The definition of
a graph structure allows for parallel edges; i.e. edges that share the same head and tail vertices.
Allowing parallel edges creates ambiguity between vertex paths and labeled paths. Indeed, if two
edges have the same head and tail vertices, then a sequence of vertices may not uniquely determine
a labeled edge path. The following lemma shows that this ambiguity can be removed by choosing
a new graph structure which accepts exactly the same language, but has no parallel edges. After
making this replacement, every labeled edge path is uniquely determined by its sequence of vertices.

Lemma 2.3. Let G be an S-labeled graph structure with initial vertex v0. Then there exists an
S-labeled graph structure G′ such that LG′ = LG and G′ has no parallel edges.

Proof of Lemma 2.3. For a directed edge e ∈ E(G), let t(e) and h(e) denote its tail and head vertex,
respectively. For each edge e ∈ E(G), introduce a vertex qe, and introduce one additional vertex
v′0. Define

V (G′) = {v′0} ⊔ {qe : e ∈ E(G)},
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where v′0 is the distinguished initial vertex. For each edge e ∈ E(G) with t(e) = v0, add one directed
edge

v′0 −→ qe

carrying the same label as e. For each ordered pair of edges e, f ∈ E(G) satisfying h(e) = t(f), add
one directed edge

qe −→ qf

carrying the same label as f . Observe that G is finite, so is G′ with this construction.
Let p be a path in G beginning at v0, let e1, . . . , en be its successive edges, and let si ∈ S be

the label of ei. Writing vi0 = v0 and vij = h(ej) for 1 ≤ j ≤ n, we may display p as

p : vi0
s1−→ vi1

s2−→ vi2 −→ · · ·
sn−→ vin .

Associate to p the path p′ displayed as

p′ : v′0
s1−→ qe1

s2−→ qe2 −→ · · ·
sn−→ qen

in G′. Conversely, every path in G′ beginning at v′0 has this form and determines a unique path
in G beginning at v0. Together with the correspondence between the two empty paths, this gives
a length-preserving bijection between the based paths in G and those in G′. By construction,
corresponding paths have the same label word, and therefore LG′ = LG .

Every vertex qe is accessible from v′0, because every t(e) is accessible from v0 in G. Moreover,
distinct edges leaving v′0 have distinct labels because they correspond to distinct edges leaving v0,
and distinct edges leaving qe have distinct labels because they correspond to distinct edges leaving
h(e).

Finally, there is exactly one edge from v′0 to qe whenever t(e) = v0, and there is at most one
edge from qe to qf , determined by the ordered pair (e, f). Therefore, G′ has no parallel edges.

AI Notice 2.4. Lemma 2.3 was suggested and proven by AI. The necessity of the result is mostly
a consequence of our conventions. We could have specified that we are considering only graph
structures with no parallel edges, but the authors of [CF10] and [GTT20] allow for the possibility
of parallel edges, and we attempt to follow their conventions. The authors of [BM22] implicitly
assume there are no parallel edges by their construction of the adjacency matrix.

In view of Lemma 2.3, we henceforth assume without loss of generality that every graph structure
has no parallel edges. Therefore, every labeled path in G is uniquely determined by its sequence of
vertices.

If S is a finite generating set of a groupG, then there exists a natural evaluation map ev : S∗ → G
that sends a word w ∈ S∗ to the group element g = ev(w) it represents. The empty word is assumed
to be sent to the identity id ∈ G. Let w = s1 · · · sn ∈ S∗. The word w determines an edge path
γw : [0, n] → Cay(G,S) beginning at id, defined by γw(j) = ev(s1 · · · sj) for 0 ≤ j ≤ n, where
γw(0) = id. Thus, γw is parametrized to have unit speed on [0, n].

Definition 2.5. Suppose that S is a finite symmetric generating set of a group G, and let G be
an S-labeled graph structure with initial vertex v0. Let P0 be the set of finite directed paths in G
beginning at v0, which we call based paths, and let P0

n ⊆ P0 be the set of based paths of length n.
Reading the edge labels along based paths and concatenating the labels on the right determines a
regular prefix-closed language L ⊆ S∗. Since distinct edges leaving the same vertex have distinct
labels, every word in L determines a unique based path, and hence there is a natural bijection
P0 ←→ L. The evaluation map ev : S∗ → G therefore induces an evaluation map ev : P0 −→ G
sending each based path to the group element represented by its label word. The path of length
zero consisting only of v0 is sent to id.
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Definition 2.6. We call a graph structure surjective (resp. injective) if ev : P0 → G is surjective
(resp. injective). A graph structure is called bijective if it is both surjective and injective. A graph
structure is called geodesic if it is surjective, and for each path y ∈ P0, |y| = | ev(y)|S . Finally,
a graph structure is called a geodesic combing (or simply combing) if it is bijective and geodesic.
The accepted language of a combing is called a geodesic normal form language.

Remark 2.7. There seems to be little consensus on what should be called a geodesic combing.
Some definitions are equivalent, but not all. See [Ree98] for some discussion. We choose to follow
closely to the conventions of [GTT20].

2.3 Geodesic combings and relatively hyperbolic groups

The definitions above specify the kind of language we want: one shortest representative for each
group element, recognized by a finite graph. We now ask when relatively hyperbolic groups ad-
mit such a language. After recalling relative hyperbolicity, we give a sufficient condition on the
peripheral subgroups, allowing the generating set to be enlarged.

Definition 2.8. [KOT22, Definition 2.2] Let G be a finitely generated group with finite symmetric
generating set S and H a finite collection of proper finitely generated infinite subgroups of G. The
coned–off Cayley graph, Ĉay(G,S,H) is defined as follows: starting with the original Cayley graph
Cay(G,S), for each left coset gH with g ∈ G and H ∈ H, add a new vertex vgH called a cone
vertex to Cay(G,S) and connect vgH by an edge to each vertex in gH. We then say that (G is

hyperbolic relative to H if Ĉay(G,S,H) is hyperbolic and fine; that is, for every n ∈ N, each edge

e ∈ Ĉay(G,S,H) is contained in at most finitely many simple cycles of length n. We call (G,H) a
relatively hyperbolic pair or a relatively hyperbolic group.

There are a myriad of equivalent definitions one could use for relatively hyperbolic groups. We
choose these definitions as they seem to be the most easily applicable for our purposes. For further
reading on relatively hyperbolic groups and their properties, see [Bow12, Far98, Ger12, GM08,
Gro87, Hru10]. We now describe the class of relatively hyperbolic groups that we will study.

Definition 2.9. Let G be a group with finite generating set S. A geodesic biautomatic structure
for (G,S) is a regular language L ⊆ S∗ that evaluates surjectively to G, consists of geodesic words,
and satisfies the uniform synchronous fellow-traveler property for translated representative paths
whose corresponding initial points and corresponding terminal points are distance at most one
apart. Synchronous fellow traveling means that the paths remain within one uniform distance at
equal times, with each path held at its terminal point after it ends; see [AC16, Definition 7.3].

Definition 2.10. A finitely generated group G is geodesically completable if every finite generating
set S of G is contained in a finite generating set S′ for which there is a geodesic biautomatic
structure for (G,S′).

Theorem 2.11. [AC16, Theorem 1.5] Let (G,H) be a relatively hyperbolic pair. If every H ∈ H
is geodesically completable, then G is geodesically completable.

In view of this theorem, let us call a finite generating set S admissible if there is a geodesic
biautomatic structure for (G,S). Combining this definition with the above theorem, we immediately
come to the following conclusion.

Proposition 2.12. Let (G,H) be a relatively hyperbolic pair such that every H ∈ H is geodesically
completable. Then every finite generating set S of G is contained in an admissible finite generating
set S′.
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As it turns out, by [HRR17, Theorem 5.2.7], if there exists a geodesic biautomatic structure
for (G,S), then there exists a geodesic combing G of Cay(G,S). Thus, we arrive at the following
conclusion.

Proposition 2.13. [GTT20, Proposition 2.4] Let (G,H) be a relatively hyperbolic pair such that
every H ∈ H is geodesically completable. Then there exists some admissible generating set S of
G such that there is a geodesic biautomatic structure for (G,S). Moreover, there exists a geodesic
combing G of Cay(G,S).

[AC16, Corollary 1.9 and Proposition 10.1] show that the relatively hyperbolic pair (G,H) is
geodesically completable if the peripheral subgroups, H, are virtually abelian. So the following
corollary is immediate.

Corollary 2.14. Let (G,H) be a relatively hyperbolic pair such that every H ∈ H is virtually
abelian. Then there exists some admissible generating set S of G such that there is a geodesic
biautomatic structure for (G,S). Moreover, there exists a geodesic combing G of Cay(G,S).

This corollary shows that the class of relatively hyperbolic groups that admit geodesic combings,
at the very least, contains some groups that are not hyperbolic. Many CAT(0) groups, mapping
class groups, and Artin groups are hyperbolic relative to a family of virtually abelian subgroups.
To give a concrete example, consider the group G = Z ∗Z2. This group is clearly not hyperbolic as
it contains Z2 as a subgroup, but G is hyperbolic relative to Z2, which is (virtually) abelian.

Remark 2.15. One obvious shortcoming of these results is that we only state the existence of
admissible generating sets. The authors [AC16] remark that these generating sets are, in fact,
computable, but provide no algorithm for doing so. We refer the reader to [AC16] who, in turn,
refer to [Dah08] for more information. Henceforth, we assume all generating sets are admissible,
and thus admit a geodesic combing.

Remark 2.16. A second shortcoming of these results, at least for our purposes, is that the au-
thors of [AC16] do not assume generating sets to be symmetric. On the other hand, the authors
of [GTT20] assume all generating sets are symmetric and that the above results hold under this
assumption. Patterson–Sullivan measures are defined through a word metric on a finitely generated
group. Without assuming a symmetric generating set, the induced Cayley graph becomes a directed
graph, and the induced word “metric” may not be symmetric. After corresponding with Gekht-
man and Antolin, we (meaning the author of this manuscript) conclude that [AC16, Theorem 7.6]
subtlety implies that admissible generating sets can be assumed to be symmetric, but we do not
provide a proof. Henceforth, we assume that all generating sets are symmetric and that the above
results hold under this assumption.

We now have examples of groups with the required combings. The next task is to turn counts of
finite paths into a probability law on infinite paths. We first carry out this construction for a finite
graph satisfying the growth condition called almost semisimplicity, and then verify that condition
for our combings.

3 Perron–Frobenius theory, almost semisimple graph structures,
and Markov measures

Let G be a graph structure and let M be the adjacency matrix of G, where Mij = 1 if there is a
directed edge from vi to vj and 0 otherwise. In general, Mij is the number of directed edges from
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vi to vj , but we are assuming we have chosen a parallel edge free graph structure due to Lemma
2.3. Let RV (G) denote the real vector space with standard basis {ei : vi ∈ V (G)} indexed by the
vertices of G. We regard the adjacency matrix M as a linear operator on RV (G). Let

1 :=
∑

vi∈V (G)

ei

denote the vector whose coordinates are all equal to 1. Let λ denote the spectral radius of M . By
Perron-Frobenius, λ is in fact the largest eigenvalue.

Lemma 3.1. [CF10, Lemma 4.2] For any vertices vi, vj ∈ V (G), the number of directed paths in
G of length n from vi to vj is

eTi M
nej = (Mn)ij .

Proposition 3.2. For every vertex vi, the number of directed paths in G of length n beginning at
vi is ∑

j

(Mn)ij = eTi M
n1.

Proof. By Lemma 3.1, the number of directed paths from vi to each vj is (Mn)ij . Summing over
all vertices vj yields the desired result.

Let G be a graph structure and let P denote the set of all finite directed paths in G, without
a condition on the initial vertex, and let Pn denote the paths of length n. Restriction to prefixes
gives inverse systems whose limits P0

∞ and P∞ are the spaces of infinite paths beginning at v0 and
at arbitrary vertices, respectively. Both spaces carry the prefix topology, and a basic clopen set is
the cylinder

[y] := {σ ∈ P0
∞ : σ begins with y} (resp. [x] := {σ ∈ P∞ : σ begins with x})

determined by a finite based path y ∈ P0, (resp. finite path x ∈ P). The compactified based path

space is the compact metrizable space P 0
:= P0 ⊔ P0

∞, where every finite path is isolated and a
sequence converges to an infinite path precisely when its common prefix length tends to infinity.

Definition 3.3. A graph structure is said to be almost semisimple if every vertex is accessible
from v0 and there are constants K ≥ 1 and λ > 1 such that

K−1λn ≤ |P0
n| ≤ Kλn

for every n ≥ 1.

Let e0 be the coordinate vector corresponding to v0. The following formulation collects the
Perron–Frobenius consequences of almost semisimplicity that will be used below.

Lemma 3.4 ([CF10], Lemma 4.5, 4.6). Let G be an almost semisimple graph structure. Then the
limits

r := lim
n→∞

1

n

n∑
i=0

λ−iM i1 and ℓ := lim
n→∞

1

n

n∑
i=0

λ−i(MT )ie0

exist, are nonzero and nonnegative, and satisfy

Mr = λr and MT ℓ = λℓ.

They are the projections of 1 and e0 to the right and left λ-eigenspaces, respectively.
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Assume throughout the following construction that the graph structure is almost semisimple.
Define a matrix N by

Nij :=
Mijrj
λri

(1)

whenever ri > 0, otherwise define Nii = 1 and Nij = 0 for i ̸= j. Define a probability measure µ
on the vertices of G by

µi =
riℓi∑
i riℓi

.

[CF10, Lemma 4.9] shows that N is stochastic and preserves the vertex distribution (µi); moreover,
Nij is the probability of moving from vi to vj . For each directed path x = vi0vi1 · · · vin ∈ Pn in G,
define the measure (which we also denote by µ)

µ([x]) := µi0Ni0i1Ni1i2 · · ·Nin−1in ,

where [x] := {σ ∈ P∞ : σ begins with x}. As cylinders determine a clopen basis for the topology of
P these assignments imply µ is a Borel probability measure on P∞. Let S : P∞ → P∞ denote the
shift map obtained by deleting the initial vertex of an infinite path. Since the vertex distribution
(µi) is stationary under N , the Markov measure µ is S-invariant; equivalently,

µ
(
S−1(A)

)
= µ(A)

for every Borel set A ⊆ P∞. We thus call µ a stationary measure.
The stationary law chooses a starting state according to its stationary distribution. For rays

issuing from the identity, we instead need every path to start at the automaton’s initial vertex. We
keep the same transition probabilities and change only this choice of starting state.

For each finite based directed path y = v0vi1 . . . vin ∈ P0
n in G, assign to its cylinder the mass

m([y]) = N0i1Ni1i2 · · ·Nin−1in

Lemma 3.5 (Based Markov measure). The assignment m extends uniquely to a Borel probability
measure µ0 on P0

∞. Moreover, for every y = v0vi1 · · · vin ∈ P0, we have

µ0([y]) =
λ−|y|rvin

rv0
.

Proof. For the length-zero path, observe

m([v0]) = m(P0
∞) = λ0rv0/rv0 = 1.

Now let y = v0vi1 · · · vin ∈ P0. Using the definition of N from (1), we obtain

m([y]) = N0i1Ni1i2 · · ·Nin−1in

=
M0i1rvi1
λrv0

Mi1i2rvi2
λrvi1

· · ·
Min−1inrvin
λrvin−1

=

(
n∏

k=1

Mik−1ik

)
rvin
λnrv0

=
λ−|y|rvin

rv0
.
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The last equality holds because we assume the graph structure has no parallel edges, and hence
Mik−1ik = 1 for every transition occurring in y.

It remains to verify that these cylinder masses extend to a Borel probability measure on P0
∞.

Let y ∈ P0
k terminate at vi. The cylinder [y] is the disjoint union of the cylinders corresponding to

the one-edge extensions of y:

[y] =
⊔

z∈P0
k+1

z extends y

[z].

Moreover,

∑
z∈P0

k+1
z extends y

m([z]) =
λ−(k+1)

rv0

∑
j

Mijrvj

=
λ−(k+1)(Mr)i

rv0

=
λ−krvi
rv0

= m([y]).

The third equality follows from Mr = λr, as established in Lemma 3.4. Thus, when [y] is decom-
posed into its pairwise disjoint one-edge subcylinders, the mass assigned to [y] is the sum of the
masses assigned to those subcylinders. Iterating this identity gives the corresponding additivity for
the partition of [y] into cylinders determined by extensions of any fixed length.

Equivalently, the probability distributions on the finite path spaces P0
k defined by

pk(y) := m([y])

are compatible under the prefix maps P0
k+1 → P0

k . The Kolmogorov extension theorem therefore
gives a unique probability measure µ0 on P0

∞ satisfying

µ0([y]) = m([y])

for every finite based path y. Since the cylinders form a clopen basis for P0
∞, they generate its

Borel σ-algebra, and hence µ0 is uniquely determined as a Borel probability measure.

We call µ0 the based Markov measure, since it is supported on the infinite paths beginning at v0.
We also regard µ0 as a measure on P∞, assigning zero mass to paths not beginning at v0. Since G
is a geodesic combing, v0 has no incoming edges; thus, P0

∞ and S(P0
∞) are disjoint, and so µ0 is not

shift-invariant. Nevertheless, its Cesàro shift averages converge to the stationary Markov measure:

lim
n→∞

1

n

n∑
i=1

(Si)∗µ
0 = µ.

See [CF10, §4.3].
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3.1 Growth and almost semisimplicity

The probability laws are now constructed, provided the graph has the required exponential path
growth. We return to the group to check this condition for geodesic combings. Yang’s theorem
[Yan22, Theorem 1.9] counts elements within a given distance; we need counts at an exact distance,
because these correspond to based paths of a fixed length.

For n ≥ 0, let

Gn := {g ∈ G : |g|S = n} and Bn := {g ∈ G : |g|S ≤ n}.

Theorem 3.6. [Yan22, Theorem 1.9] Let (G,H) be any nonelementary relatively hyperbolic pair.
Then there exists constants λ > 1, C ≥ 1 such that

C−1λn ≤ |Bn| ≤ Cλn

for every n ≥ 1.

This growth behavior is referred to as purely exponential growth. Using this theorem we deduce
that the growth of Gn must also be purely exponential via the following lemma.

Lemma 3.7. Let (G,H) be any nonelementary relatively hyperbolic pair. Then there exists con-
stants λ > 1, K ≥ 1 such that

K−1λn ≤ |Gn| ≤ Kλn

for every n ≥ 1.

Proof. By Theorem 3.6, The upper bound is immediate:

|Gn| ≤ |Bn| ≤ Cλn.

Choose N ≥ 1 sufficiently large that

C−1λN − C > 0.

Since the annulus Bn+N \Bn is the disjoint union of the spheres Gn+1, . . . , Gn+N , we have

N∑
i=1

|Gn+i| = |Bn+N | − |Bn|,

≥ C−1λn+N − Cλn,

= (C−1λN − C)λn.

It follows that there is some j ∈ {1, . . . , N} such that

|Gn+j | ≥
C−1λN − C

N
λn. (2)

For each h ∈ Gn+j , choose a geodesic word wh ∈ S∗ representing h, and define the prefix map
p : Gn+j → Gn by p(h) = ev((wh)n), where (wh)n is the prefix of wh of length n. Every prefix of
a geodesic word is geodesic, so p(h) ∈ Gn. Fix g ∈ Gn. If h ∈ p−1(g), then wh = (wh)nu for some
u ∈ Sj , and hence h = g ev(u). There are at most |S|j possible words u ∈ Sj , so

|p−1(g)| ≤ |S|j ≤ |S|N .

11



Consequently,
|Gn+j | ≤ |S|N |Gn|.

Combining this estimate with (2) gives

|Gn| ≥
C−1λN − C

N |S|N
λn.

Letting

K := max

{
C,

N |S|N

C−1λN − C

}
gives

K−1λn ≤ |Gn| ≤ Kλn

for every n ≥ 1.

Since the combing is bijective and geodesic, evaluation restricts to a bijection ev : P0
n −→ Gn.

Combining this with Proposition 3.2 gives,

|P0
n| = |Gn| =

∑
j

(Mn)0j = e0
TMn1, (3)

where e0 is the coordinate vector corresponding to v0.

Lemma 3.8. Let (G,H) be a non-elementary relatively hyperbolic pair with admissible finite sym-
metric generating set S and let G be a geodesic combing of Cay(G,S). Then G is almost semisimple.

Proof. Every vertex of G is accessible from v0 by Definition 2.2. The lemma then follows by
combining (3) and Lemma 3.7.

4 Extended evaluation and Patterson–Sullivan measure

Fix a non-elementary relatively hyperbolic pair (G,H), an admissible finite symmetric generating
set S, and a geodesic combing G of Cay(G,S). Recall that the pair (G,H) admits a natural
geometric boundary called the Bowditch boundary, and taking the disjoint union of G with its
Bowditch boundary induces a compactification called the Bowditch compactification, which we will
define shortly. By Lemmas 3.8 and 3.5 from the preceding section, there is a based Markov measure
µ0 on the space P0

∞ of infinite paths in G beginning at the initial vertex.
The goal of this section is to relate µ0 to a natural geometric measure on the Bowditch com-

pactification. In Lemma 4.7, we show that the evaluation map from finite based paths in G to

elements of G extends to a continuous surjection from the compactified based path space P 0
onto

the Bowditch compactification. Then, in Theorem 4.16, we identify the pushforward of µ0 under
this extended evaluation map with a Patterson–Sullivan measure on the Bowditch compactification.
This identification provides the measure-theoretic bridge to the ordered frequency results of the
following section.
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4.1 Extended evaluation

Definition 4.1. Let (G,H) be a relatively hyperbolic pair with finite symmetric generating set S.
The Bowditch boundary of (G,H) is given by

∂B(G,H) := ∂Ĉay(G,S,H) ⊔ {vgH : g ∈ G, H ∈ H, |H| =∞},

where ∂Ĉay(G,S,H) is the Gromov boundary of the coned–off Cayley graph of (G,H). The
Bowditch compactification of (G,H) is given by

GB := G ⊔ ∂B(G,H).

These unions carry the subspace topology induced by Bowditch’s compactification of the vertex set
of the coned–off graph, not the disjoint-union topology [Bow12, §§ 8–9].

The Bowditch compactification GB is a compact metrizable space [Bow12, §§ 8–9] containing
G, with its discrete topology, as an open dense subset [Wei26, § 2.3.1]. Thus, every ξ ∈ ∂B(G,H)
is the limit of a sequence of pairwise distinct elements gn ∈ G. For any finite generating set S,
such a sequence satisfies |gn|S →∞, since word-metric balls are finite. Conversely, every sequence
satisfying |gn|S →∞ has a convergent subsequence by compact metrizability, and its limit belongs
to ∂B(G,H) because every point of G is isolated in GB.

The Floyd metric gives us a concrete way to attach endpoints to infinite combing paths. It
makes the tail of a geodesic ray short, so paths with a long common prefix have nearby endpoints.
Gerasimov’s Floyd map theorem then carries these endpoints to the Bowditch boundary, giving the
continuous extended evaluation map we will need for the measure comparison.

Definition 4.2. Fix a function f(n) = F−n, F > 1. For each v ∈ G, we define a length as follows.
For an edge e of Cay(G,S), define

dS(v, e) := min{dS(v, g) : g is an endpoint of e} and ℓv(e) := F−dS(v,e).

If γ is a finite edge path in Cay(G,S), its Floyd length is

Lv(γ) :=
∑
e⊆γ

ℓv(e).

The induced Floyd metric on G is then given by

ρv(g, h) := inf{Lv(γ) : γ is an edge path from g to h}.

The Floyd compactification, denoted GF is the Cauchy completion of G with respect to ρv, and
the complement of G in GF is the Floyd boundary associated to ρv, denoted ∂FG. Observe GF :=
G ⊔ ∂FG.

Proposition 4.3. We list some useful facts of the Floyd metric and the Floyd boundary. We refer
the reader to [Flo80], [Ger12], [Kar03], and [Yan22] for more details.

1. For any g ∈ G we have ρv(x, y) = ρgv(gx, gy).

2. Floyd metrics relative to different basepoints v ̸= v′ ∈ G satisfy

F−dS(v,v
′) ≤ ρv(x, y)

ρv′(x, y)
≤ F dS(v,v

′).
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3. The action G on Cay(G,S) extends continuously to ∂FG. In particular, G acts on GF as a
convergence group action.

4. ρv extends uniquely to a metric on GF . Explicitly, if ξ, η ∈ GF are limits of Cauchy sequences
(xn) and (yn) in G, then

ρv(ξ, η) := lim
n→∞

ρv(xn, yn).

We use the same notation ρv for the original metric on G and its extension to GF .

We now state Gerasimov’s Floyd map theorem.

Theorem 4.4. [Ger12, Proposition 3.4.6, Corollary 1.5], [GP13, Corollary 2.8] Let (G,H) be a
relatively hyperbolic pair and let S be a finite symmetric generating set of G. There exists F0 > 1
such that, for every 1 < F ≤ F0 and every basepoint v ∈ G, the identity map ι : (G, ρv) → GB

extends to a continuous G-equivariant surjection

ι : GF −→ GB.

Its restriction to the Floyd boundary is a continuous surjection

ι|∂FG : ∂FG −→ ∂B(G,H).

To apply Theorem 4.4, it remains to show that the evaluation map ev : P0 → G extends

continuously and surjectively to a map ev : P0 → GF . For an infinite based path σ, the natural
candidate for its image is the limit in GF of the evaluated prefixes ev(σ|n). We must therefore show
that this sequence converges and that its limit varies continuously with σ. Both facts follow from
a uniform bound on the Floyd length of the tail of a word-geodesic path: the bound guarantees
convergence and shows that paths with a long common prefix have nearby images in the Floyd
compactification. The following lemma provides this required estimate.

Lemma 4.5. Let N ∈ N ∪ {∞}, and let (gk)0≤k≤N be the sequence of vertices of a finite or
infinite word-geodesic path in Cay(G,S) based at v ∈ G, parametrized so that dS(v, gk) = k. For
0 ≤ m < n ≤ N ,

ρv(gm, gn) ≤
n−1∑
k=m

F−k ≤ F−m

1− F−1
.

Consequently, every infinite word-geodesic ray based at v converges to a point of ∂FG.

Proof. For each k, the edge from gk to gk+1 has Floyd length F−k. Thus the word-geodesic segment
from gm to gn has Floyd length

∑n−1
k=m F−k, and the stated estimate follows from the geometric-

series formula. If the path is infinite, the estimate shows that (gn)n≥0 is Cauchy and hence converges
to a point of GF . Every point of G is isolated in GF , while the vertices gn are pairwise distinct, so
the limit belongs to ∂FG.

Now, fix 1 < F ≤ F0 as in Theorem 4.4, and equip Cay(G,S) with the corresponding Floyd
metric ρid based at id ∈ G. The comparison in Proposition 4.3 identifies the Floyd completions for
different basepoints by extending the identity on G.

Lemma 4.6. The evaluation map ev : P0 → G extends to a continuous surjection

evF : P 0 −→ GF

defined on P0
∞ by

evF (σ) := lim
n→∞

ev(σ|n)

14



Proof. Let (zn) be a sequence in P 0
converging to σ ∈ P0

∞. Fix ε > 0, and choose m sufficiently
large that

2F−m

1− F−1
< ε.

By the definition of the prefix topology, for all sufficiently large n, the paths zn and σ share the
prefix σ|m. If zn is finite, Lemma 4.5 gives

ρid (evF (zn), ev(σ|m)) ≤ F−m

1− F−1
.

If zn is infinite, the same estimate follows by applying Lemma 4.5 to its finite truncations and
passing to the limit in GF as in Proposition 4.3. Applying the same estimate to σ gives

ρid (ev(σ|m), evF (σ)) ≤
F−m

1− F−1
.

Therefore,

ρid (evF (zn), evF (σ)) ≤
2F−m

1− F−1
< ε

for all sufficiently large n. Thus evF (zn)→ evF (σ) and evF is continuous.
It remains to prove that evF is surjective. Let ξ ∈ GF . Since G is dense in GF , there is a

sequence (gn) in G such that gn → ξ. For each n, the bijectivity of the combing gives a based path

yn ∈ P0 such that ev(yn) = gn. Since P
0
is compact and metrizable, there is a subsequence (ynj )

converging to some z ∈ P 0
. By continuity of evF ,

evF (z) = lim
j→∞

evF (ynj ).

Since evF extends evaluation on finite based paths,

evF (ynj ) = ev(ynj ) = gnj .

Therefore,
evF (z) = lim

j→∞
gnj = ξ.

Since ξ is arbitrary, it follows that evF is surjective.

Lemma 4.7. The map

ev := ι ◦ evF : P 0 −→ GB

is a continuous surjection extending ev : P0 → G.

Proof. Theorem 4.4 and Lemma 4.6 show that ev is a composition of continuous surjections. Since
ι restricts to the identity on G, the map ev extends evaluation on finite paths.

AI Notice 4.8. We remark that the idea to first pass from the compactified path space to the Floyd
compactification, then using the Floyd map theorem to pass to the Bowditch compactification was
a suggestion of AI.

With evaluation extended to infinite paths, we can now compare the law of a combing ray with
a boundary measure obtained by weighted counting. We follow the counting strategy of Calegari–
Fujiwara [CF10], transferring each group element’s weight to its unique based path in the combing.
After recalling weak convergence, we normalize these counts and show that the resulting path
measures approach the based Markov law. Continuity of extended evaluation then identifies the
limit of this specific counting sequence with the distribution of endpoints.
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4.2 Weak convergence and Patterson–Sullivan measures

We briefly recall some properties of families Borel probability measures and weak convergence which
we will need. These results are standard, and they are only included to help keep this manuscript
more self contained.

Definition 4.9. Let X be a metrizable space, and let (Pn) and P be finite Borel measures on X.
We say that (Pn) converges weakly to P , written Pn ⇀ P , if

lim
n→∞

∫
X
f dPn =

∫
X
f dP

for every bounded continuous function f : X → R.

Definition 4.10. A family Π of Borel probability measures on a metrizable space X is tight if, for
every ε > 0, there exists a compact set Kε ⊆ X such that P (Kε) > 1− ε for every P ∈ Π.

Proposition 4.11. Let X be a compact metrizable space, and let (Pn) be a sequence of Borel
probability measures on X. Then there exist a subsequence (Pnj ) and a Borel probability measure
P on X such that Pnj ⇀ P .

Proof. The family {Pn : n ≥ 1} is tight because one may take Kε = X for every ε > 0. Since a
compact metrizable space is complete and separable, Prokhorov’s theorem, for example see [Bil99,
Theorem 5.1], gives a weakly convergent subsequence.

Compactness gives weakly convergent subsequences, but it does not yet identify their limits. We
now specify the weighted counting sequence that we will compare with the based Markov measure.
The Poincaré series identifies the critical weight, and dividing each truncated count by its total
mass gives a probability measure. The growth of that normalizing mass will be used when we pass
to paths.

Definition 4.12 (Poincaré series). The Poincaré series of (G, dS) is

ζG(s) :=
∑
g∈G

e−s|g|S .

Its critical exponent is the supremum of the values of s for which this series diverges.

Because every vertex of G is accessible from v0, the exponential growth rate of |P0
n| = eT0 M

n1
is λ. The bijection P0

n ↔ Gn and Lemma 3.7 therefore show that the critical exponent is log λ and
that the Poincaré series diverges at this value. Set

Zn :=
∑

|g|S≤n

λ−|g|S =
n∑

k=0

λ−k|Gk| =
n∑

k=0

λ−k|P0
k |. (4)

The associated probability measure on G is

νn :=
1

Zn

∑
|g|S≤n

λ−|g|Sδg. (5)

We also regard νn as a measure on the Bowditch compactification GB = G⊔∂B(G,H) that assigns
no mass to ∂B(G,H).
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Definition 4.13. A Patterson–Sullivan measure for (G, dS) is any weak limit of (νn)n≥0 on GB.
We call each νn an approximate of a Patterson–Sullivan measure.

Lemma 4.14. The limit as n→∞ of Zn/n exists and satisfies

lim
n→∞

Zn

n
= rv0 > 0,

where rv0 = eT0 r.

Proof. Equation (3) and Lemma 3.4 give

Zn

n
= eT0

(
1

n

n∑
k=0

λ−kMk1

)
−→ eT0 r = rv0 .

The lower bound in Lemma 3.7 makes λ−k|Gk| uniformly positive for k ≥ 1. Thus rv0 > 0.

4.3 Lifting Patterson–Sullivan approximates to paths

To lift a counting measure, we lift each group element’s mass to its unique based path in the
combing. This changes where the mass is recorded, not the weighting. The normalization we
computed above lets us compare the mass of paths sharing a fixed prefix with the probability
of that prefix under the based Markov law. We now compare the lifted measures with µ0 on

P 0
= P0 ⊔ P0

∞, extending µ0 by zero on finite paths.

Lemma 4.15. Each measure νn on GB has a unique lift to a measure ηn on P0
supported on P0.

Moreover,
ηn ⇀ µ0,

where µ0 is the based Markov measure from Lemma 3.5 supported on P0
∞.

Proof. For each g ∈ G, let yg ∈ P0 be the unique based path satisfying ev(yg) = g. Let

ι := (ev|P0)−1 : G −→ P0.

Observe, this is a bijection as the restriction of ev to P0 is simply the map ev, which is a bijection.

Since νn is supported on G, define its lift to P 0
by

ηn := ι∗νn.

Thus,

ηn =
1

Zn

∑
|g|S≤n

λ−|g|Sδyg , yg = ι(g).

The measure ηn is supported on P0, and the bijectivity of ev : P0 → G gives

(ev)∗ηn = νn.

Moreover, this is the unique lift of νn supported on P0, since the mass of each finite path yg must
equal νn({g}). Let y ∈ P0

k terminate at vi, and let

C(y) := {z ∈ P 0
: z extends y}.
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Since C(y) ∩ P0
∞ = [y], the zero extension gives µ0(C(y)) = µ0([y]). For n ≥ k, the finite paths in

C(y) having length at most n are obtained by extending y by a path of length q, where 0 ≤ q ≤ n−k.
Proposition 3.2 therefore gives

ηn(C(y)) =
λ−k

Zn

n−k∑
q=0

λ−qeTi M
q1.

Since k is fixed, Lemmas 3.4 and 4.14 give

ηn(C(y)) = λ−k
1
n

∑n−k
q=0 λ−qeTi M

q1

Zn/n
−→ λ−krvi

rv0
= µ0([y]) = µ0(C(y)).

If z ∈ P0 is a fixed finite path, then for all n ≥ |z|,

ηn({z}) =
λ−|z|

Zn
−→ 0 = µ0({z}),

because Zn →∞.
Since P 0

is compact and metrizable, Proposition 4.11 implies that every subsequence of (ηn)
has a weakly convergent further subsequence. Let (ηnj ) be any weakly convergent subsequence, and
write ηnj ⇀ η. The finite-path singletons together with the sets C(y) form a clopen π-system that

generates the Borel σ-algebra of P 0
. Since every set A in this family is clopen, weak convergence

(and observing the indicator function for a clopen set is continuous) gives ηnj (A) → η(A). The
preceding calculations also give ηnj (A)→ µ0(A), and hence η(A) = µ0(A). The uniqueness theorem
for measures therefore gives η = µ0. Thus every subsequence of (ηn) has a further subsequence
converging weakly to µ0, which implies that

ηn ⇀ µ0.

Theorem 4.16. Let ν := (ev)∗µ
0. Then the measures νn converge weakly to ν on GB. Moreover,

ν is a Patterson–Sullivan measure and is supported on ∂B(G,H) ⊆ GB.

Proof. Let f : GB → R be bounded and continuous. Since ev is continuous, the function f ◦ ev is

bounded and continuous on P 0
. Using (ev)∗ηn = νn and ηn ⇀ µ0 from Lemma 4.15, we obtain∫

GB

f dνn =

∫
P 0

f ◦ ev dηn −→
∫
P 0

f ◦ ev dµ0 =

∫
GB

f dν.

Therefore νn ⇀ ν. Since µ0 is supported on P0
∞ and ev(P0

∞) ⊆ ∂B(G,H), the measure ν is
supported on the Bowditch boundary. The conclusion now follows from Definition 4.13.

The pushforward identity also transfers any Borel full-measure set of paths with some property
to a Borel full-measure set of boundary points. We have now identified the limit of this specific
weighted counting sequence as the endpoint distribution of a random based combing path. The next
section studies ordered word frequencies for that path law. Once those frequencies exist almost
surely, the measure identity tells us that almost every boundary point, for this counting-limit
measure, has at least one combing ray along which they all exist.
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5 Frequency

The measure identity from the preceding section lets us interpret almost-sure statements about
combing paths as statements about rays ending at almost every boundary point. We now study
word frequencies under the based Markov measure. We first recall where a typical path eventually
stays, then follow the period-restricted counting argument of Basu and Mj before treating arbitrary
word lengths.

5.1 Graph structure components

Definition 5.1. Let G be a graph structure. Two vertices of G lie in the same component if each
is accessible from the other. A component is recurrent if it contains a directed cycle.

The directed graph obtained by collapsing each component of G to a vertex has no directed
cycles. Let M be the adjacency matrix of G, where Mij = 1 if there is a directed edge from vi to
vj and 0 otherwise. (In general, Mij is the number of edges from vi to vj , but we assume G has
no parallel edges). For a component C, let MC be its adjacency matrix and let λC be its spectral
radius. By Perron-Frobenius, λ is in fact the largest eigenvalue. Set λ = maxC λC , and call C
maximal if λC = λ.

Definition 5.2. The period p(C) of a recurrent component C is the greatest common divisor of
the lengths of all directed cycles contained in C.

Let P(C) ⊆ P and P∞(C) ⊆ P∞ denote the collections of finite and infinite paths contained in
a maximal component C.

Proposition 5.3. [BM22, Corollary 3.15] For µ0-a.e. σ ∈ P0
∞, there is a unique maximal compo-

nent C so that Si(σ) ∈ P∞(C) for all i sufficiently large.

5.2 Markov chain trajectories

Since a typical path eventually stays in a maximal component, we next recall a counting result
for an irreducible finite Markov chain. We count consecutive, nonoverlapping tuples, keeping the
period restriction used in the mixing argument of Basu and Mj.

Let P be the transition matrix of an irreducible Markov chain on a finite state space Σ. We
do not assume that the chain is aperiodic or reversible, and we denote its period by d. Fix k ∈ dN
and a word x = (x1, . . . , xk) ∈ Σk. For each x ∈ Σ, let (Xx

m)m≥0 be a realization of the chain with
Xx

0 = x. For n ≥ k, define

Nn(x, x) := #
{
0 ≤ i ≤

⌊n
k

⌋
− 1 : (Xx

ik+1, . . . , X
x
(i+1)k) = x

}
.

Thus Nn(x, x) counts the occurrences of x in the consecutive, nonoverlapping tuples of length k
observed up to time n.

Proposition 5.4 ([BM22], Proposition 3.16). For each x ∈ Σ, the following holds almost surely.
For all k ∈ dN, x ∈ Σk, and ε > 0, there exist f(x, x) ≥ 0 (non-random), and N0 (random but
finite, depending on k,x, ε) such that for all n ≥ N0

Nn(x, x)

n
∈ (f(x, x)− ε, f(x, x) + ε, )
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i.e.
Nn(x, x)

n
→ f(x, x)

almost surely.

Basu and Mj give a proof in [BM22, Appendix A]. They use the fact that when the tuple length
is divisible by the period of the original chain, the corresponding tuple process is aperiodic, and
hence mixing, on each of its recurrent components.

5.3 Ordered frequency

We now apply the tuple counts to the words spelled by a combing path. For a fixed word, we
inspect consecutive subpaths of the same length and count those whose labels spell that word. The
definition makes sense for every positive length; the first existence proof below uses the period
restriction.

We now move to the notion of ordered frequency. We briefly recall our setting. Let (G,H) be a
non-elementary relatively hyperbolic pair, with admissible finite symmetric generating set S, and
let G be a geodesic combing of (G,S) with initial vertex v0.

Let Cmax denote the collection of maximal components of G. For each C ∈ Cmax, let dC denote
the period of the irreducible Markov chain supported on C, and set

d := lcm{dC : C ∈ Cmax}.

By Proposition 5.3, for µ0-almost every σ ∈ P0
∞, there exists a unique maximal component C such

that σ eventually remains in P∞(C). Let Pmax
∞ ⊆ P0

∞ denote the collection of all such infinite
paths.

Fix n ∈ dN, let w = s1s2 · · · sn be a geodesic word of length n, and let σ ∈ Pmax
∞ . For each

i ≥ 0, let yi denote the prefix of σ of length in. In particular, y0 is the empty path and ev(y0) = id.
Since σ is geodesic,

dS
(
ev(yi), ev(yi+1)

)
= n

for every i ≥ 0. We define the ordered frequency of w along σ by counting those segments from yi
to yi+1 whose ordered edge labels form the word w. We now give a precise definition.

Definition 5.5 (Ordered frequency). Let σ ∈ P0
∞, let w = s1 · · · sk be a geodesic word of length k,

and, for each j ≥ 0, let yj be the prefix of σ of length jk. We say that w has an ordered occurrence
at j if the ordered labels on the subpath from yj to yj+1 form the k-tuple (s1, . . . , sk). Equivalently,
if zj is the unique length-k subpath satisfying yj+1 = yjzj , then the ordered labels of zj form w.
For m ≥ 1, define

nw(σ;m) := # {0 ≤ j < m : w has an ordered occurrence at j} .

The ordered frequency of w along σ is

fw(σ) := lim
m→∞

nw(σ;m)

m
,

provided the limit exists.

Lemma 5.6 (Ordered frequencies exist). For d and Pmax
∞ as above, for µ0-almost every σ ∈ Pmax

∞ ,
the ordered frequency fw(σ) exists for every geodesic word w whose length is a positive multiple of
d.
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Proof. By Proposition 5.3, for µ0-almost every σ ∈ P0
∞, there is a unique maximal component C

and an integer J ≥ 0 such that every vertex of σ after time J lies in C. Fix such a path σ , and let
w be a geodesic word of length k ∈ dN.

Choose j0 so that j0k ≥ J ; then the subpath of σ beginning at yj0 lies entirely in C. Write
σ = (v0, v1, v2, . . .), so that the prefix yj0 terminates at vj0k. Conditional on the cylinder [yj0 ], the
sequence of automaton vertices in the tail of σ has the law of the Markov chain induced by N on
C, started at vj0k. This chain is irreducible and has period dC , and k is a multiple of dC because
dC divides d.

For each j ≥ j0, let zj be the unique length-k subpath satisfying yj+1 = yjzj . Since the tail of
σ after yj0 lies in C, each zj is contained in C. The sequence

(zj0 , zj0+1, zj0+2, . . .)

is the trajectory of the finite Markov chain of consecutive length-k tuples in C. Since k is divisible
by dC , Proposition 5.4 therefore implies that

lim
m→∞

nw(σ; j0 +m)− nw(σ; j0)

m

exists almost surely. For every m ≥ 1,

nw(σ; j0 +m)

j0 +m
=

m

j0 +m

nw(σ; j0 +m)− nw(σ; j0)

m
+

nw(σ; j0)

j0 +m
.

The first factor tends to one, the middle quotient has an almost-sure limit, and the final term tends
to zero as m→∞. Therefore,

lim
m→∞

nw(σ; j0 +m)

j0 +m
= fw(σ)

exists almost surely.

Let P ′
∞ ⊂ P0

∞ be the µ0-full measure subset satisfying Lemma 5.6, and let ∂B(G,H)′ := ev(P ′
∞).

Since ν = (ev)∗µ
0, this set has full ν-measure. We therefore obtain the following corollary.

Corollary 5.7. For ν-almost every ξ ∈ ∂B(G,H), there exists a combing ray σ ∈ P ′
∞ ending at ξ.

5.4 Ordered frequency without mixing

The preceding corollary gives the boundary conclusion for the word lengths covered by the mixing
argument. We have kept that argument to make the comparison with Basu and Mj explicit. We
now remove the length restriction on the path space; the same measure identity will then give the
boundary conclusion for all word lengths.

Basu and Mj observe in [BM22, Remark 3.19] that ordered frequencies can be defined without
the divisibility assumption. They impose this assumption to obtain mixing for the associated tuple
process. For the existence of ordered frequencies, however, mixing is unnecessary: the finite state
Markov chain ergodic theorem applied to a closed irreducible component eventually entered by the
finite tuple chain suffices. Thus, we can show ordered frequencies exist almost surely for geodesic
words of arbitrary length.

Theorem 5.8 (Ordered frequencies for arbitrary word lengths). For µ0-almost every σ ∈ P0
∞, the

ordered frequency fw(σ) exists for every nonempty geodesic word w.
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Proof. By Lemma 3.5, a path chosen according to µ0 starts at v0 and moves from vi to vj with
probability Nij , independently of its earlier vertices. Fix k ≥ 1, let yj be the prefix of length
jk, and let zj be the length-k subpath satisfying yj+1 = yjzj . This gives rise to a finite state
tuple process. The possible states of the tuple process are the length-k paths that occur with
positive probability along a path chosen according to µ0. These consecutive tuples form a Markov
chain because the conditional distribution of the next tuple depends only on the last vertex of the
current tuple, and hence only on the current tuple. By the finiteness of the chain, almost surely, this
tuple chain eventually remains in a closed irreducible component. The finite state Markov chain
ergodic theorem [Web11, Theorem 10.2] gives convergence of every empirical tuple proportion to
its stationary probability in its respective closed irreducible component. This applies from every
possible entrance state and time, and the random but finitely many preceding tuples, which may
lie outside the eventual closed irreducible component, do not affect the limiting proportions. For a
word w of length k, the quotient nw(σ;m)/m is the sum of the empirical proportions of the finitely
many tuples whose ordered edge labels form w. Consequently, the limit

lim
m→∞

nw(σ;m)

m
= fw(σ)

exists almost surely. Taking the countable intersection of the full-measure sets for all nonempty
geodesic words proves that the ordered frequency of every nonempty geodesic word must exist
almost surely.

Let P ′′
∞ ⊂ P0

∞ be the µ0-full measure subset satisfying Theorem 5.8, and let ∂B(G,H)′′ :=
ev(P ′′

∞). Since ν = (ev)∗µ
0, this set has full ν-measure. We therefore obtain the following corollary.

Corollary 5.9. For ν-almost every ξ ∈ ∂B(G,H), there exists a combing ray σ ∈ P0
∞ ending at ξ

along which the ordered frequency exists for every nonempty geodesic word.

Appendix

The worked example in this appendix puts the graph structure, the measure, and the ordered
frequencies side by side. For Z ∗ Z2, we compute the Perron–Frobenius data and compare exact
limiting frequencies with a recorded finite sample.

AI Notice A.1. The results of this section were achieved almost entirely through the use of agen-
tic programming. We view this as perhaps the best use of AI in this manuscript. The currently
available tools are particularly useful for implementing explicit constructions, computing exam-
ples, and producing mathematical figures. Here, they helped us calculate the Perron–Frobenius
data, simulate geodesic rays, and compare empirical ordered frequencies with their predicted val-
ues. These computations illustrate the mathematical arguments rather than replace them, and
responsibility for their interpretation and correctness remains with the author. The code for this is
freely available at https://github.com/DothWalrus/automaton_of_F_2/blob/main/geodesic_

combing_zz2.ipynb.

A.1 A geodesic combing of Z ∗ Z2

The chosen normal form language and its geometry. Consider the group and symmetric
generating set

G = ⟨a, b, c | bc = cb⟩ ∼= Z ∗ Z2, S = {a, a−1, b, b−1, c, c−1}.
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Set H = ⟨b, c⟩ ∼= Z2 and take the peripheral family H = {H}. The group G is hyperbolic relative to
H, so this gives a relatively hyperbolic pair (G,H) as in the introduction. The reduced free-product
normal form expresses each nonidentity element uniquely as an alternating sequence of nonidentity
syllables from ⟨a⟩ and ⟨b, c⟩. Choose the representative aq for a syllable in the first factor, where
q ̸= 0, and bmcn for a syllable in the second, where (m,n) ̸= (0, 0). Here a negative exponent
denotes the corresponding repeated inverse letter, and a zero exponent contributes no letter. Our
language consists of these alternating concatenations together with the empty word. Uniqueness of
the factor normal form and of the chosen representative in each factor gives bijective evaluation onto
G. The chosen syllables have lengths |q| and |m| + |n|, respectively. Reducing any representative
to its factor normal form cannot increase its length, while our representative achieves the sum of
these syllable lengths, so every chosen word is geodesic. Every prefix is again a chosen word.

The geodesic combing. Use the ordered state set

(v0, va, va−1 , vb, vb−1 , vc, vc−1).

v0 is the initial state, and vs records the last letter read. An edge ending at vs has label s, so the
destination specifies the label of every edge in the following adjacency matrix:

M =



0 1 1 1 1 1 1
0 1 0 1 1 1 1
0 0 1 1 1 1 1
0 1 1 1 0 1 1
0 1 1 0 1 1 1
0 1 1 0 0 1 0
0 1 1 0 0 0 1


.

Thus an a-run keeps its sign until a letter from the other factor is read, and a b-run may be followed
by a c-run of either sign. A c-run can continue with the same sign or enter the a-factor, but it
cannot return directly to a b-letter. These rules accept exactly the normal forms described above,
proving regularity as well as prefix closure.

Every state is reachable from v0, and any finite path in the geodesic combing can therefore be
preceded by a based path; its label is a suffix of a geodesic word and is itself geodesic. The matrix
and the destination-label convention completely specify the labeled graph in Figure 1.

Evaluating the based paths of this geodesic combing produces the geodesic combing rays in
the Cayley graph. Figure 2 shows the resulting combing tree in a finite Cayley ball. The order of
letters matters: bc and cb represent the same element and are both geodesic, but only bc belongs
to the chosen language. In particular, ordered word frequencies distinguish spellings, not merely
their evaluations in G.

Exact Perron–Frobenius projections. The components are the transient singleton {v0} and
the terminal component C = {va, va−1 , vb, vb−1 , vc, vc−1}. The latter is strongly connected and has
loops, so its period is one. The component quotient is the single arrow {v0} −→ C, and every
infinite based path enters C after its first edge. Direct calculation gives

det(zI −M) = z(z − 1)3(z + 1)(z2 − 4z − 1), λ = 2 +
√
5, φ =

1 +
√
5

2
.

In particular, λ is simple and strictly dominant, and C is the unique maximal component. For a
transparent computation of the projection, take auxiliary right and left eigenvectors

u = (2, φ, φ, φ, φ, 1, 1)T , v = (0, φ, φ, 1, 1, φ, φ)T .
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Figure 1: The seven-state geodesic combing for the chosen normal forms in Z∗Z2. The six noninitial
states form a single recurrent component, with a loop at each state.
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Figure 2: The radius-three Cayley ball for Z ∗ Z2, centered at the identity. Solid colored edges
carry arrows away from the identity along chosen geodesics; dashed edges are the remaining Cayley
edges. Within each visible grid coset of ⟨b, c⟩, the combing reads the b-letters before the c-letters,
as illustrated by the close-up.
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They satisfy Mu = λu, MT v = λv, and vTu = 5 + 3
√
5. Consequently, λ−nMn converges to

P = uvT /(vTu), and the Cesàro projections of Lemma 3.4 are

r = P1 =
5 +
√
5

10
(2, φ, φ, φ, φ, 1, 1)T .

ℓ = P Te0 =
3
√
5− 5

10
(0, φ, φ, 1, 1, φ, φ)T .

These are the projection-defined vectors, not eigenvectors rescaled to have coordinate sum one. For
example, their expanded coordinates are

r0 = 1 +

√
5

5
, rc = rc−1 =

5 +
√
5

10
,

ra = ra−1 = rb = rb−1 =
5 + 3

√
5

10
.

ℓ0 = 0, ℓb = ℓb−1 =
3
√
5− 5

10
,

ℓa = ℓa−1 = ℓc = ℓc−1 =
5−
√
5

10
.

Here and below, a subscript s on a vector denotes the coordinate at vs. These values agree with
the unnormalized vectors in the notebook, and satisfy

∑
i riℓi = r0, as also follows from P 2 = P .

Moreover, |P0
n| = eT0 M

n1 ∼ r0λ
n, which verifies almost semisimplicity directly in this example.

Based and stationary probabilities. All coordinates of r are positive, so no artificial absorbing
row is needed in N . Equation (1) gives the full transition matrix in the row and column order
(v0, va, va−1 , vb, vb−1 , vc, vc−1):

N =
1

λ



0 φ/2 φ/2 φ/2 φ/2 1/2 1/2
0 1 0 1 1 φ−1 φ−1

0 0 1 1 1 φ−1 φ−1

0 1 1 1 0 φ−1 φ−1

0 1 1 0 1 φ−1 φ−1

0 φ φ 0 0 1 0
0 φ φ 0 0 0 1


.

Every row sums to one because λ = 2φ+ 1 = 3 + 2/φ. The stationary vertex distribution is

(µ0, µa, µa−1 , µb, µb−1 , µc, µc−1) =

(
0,

√
5

10
,

√
5

10
,
5−
√
5

20
,
5−
√
5

20
,
5−
√
5

20
,
5−
√
5

20

)
.

It sums to one and satisfies NT (µi)i = (µi)i, either by substitution or by using the left eigenvector
equation for ℓ. The stationary path law µ starts in C with this distribution, whereas the based law
µ0 starts at v0 and uses the same transition probabilities. For a based path y of positive length k
ending at vs, telescoping the transition probabilities gives

µ0([y]) =
rs

λkr0
=

{
φ/(2λk), s ∈ {a, a−1, b, b−1},
1/(2λk), s ∈ {c, c−1}.
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In particular, under µ0 the probability that the first letter is a is φ/(2λ) = (3−
√
5)/4, whereas

under µ it is µa =
√
5/10. The latter equality uses stationarity and the fact that reading a is

exactly arrival at va. This difference is why a based cylinder probability is not, in general, the
limiting ordered frequency of its label word.

Ordered word frequencies. For a nonempty word w = s1 · · · sk, let pµ(w) denote the probability
under the stationary path law that the next k labels spell w. For this example, the same tuple-
counting formula also defines fw for nongeodesic targets, whose counts are identically zero on every
geodesic ray. Since a label determines its destination, stationarity gives

pµ(w) =
∑
i

µiNi,s1

k−1∏
j=1

Nsj ,sj+1

= µs1

k−1∏
j=1

Nsj ,sj+1

=
ℓs1rsk
r0λk−1

k−1∏
j=1

Msj ,sj+1 .

The empty product for k = 1 is one, and indices such as Ni,s refer to the state vs. The factor
λ−(k−1), rather than λ−k, appears because the initial sum already gives the stationary probability
of the first destination. For example,

pµ(aa) =

√
5

10λ
, pµ(bc) =

5−
√
5

20λφ
=

25− 11
√
5

20
, pµ(cb) = 0.

Also, both transitions in ab−1a−1 have probability 1/λ, while each continuation of a c-run has
probability 1/λ, giving

pµ(ab
−1a−1) =

√
5

10λ2
, pµ(c

4) =
5−
√
5

20λ3
.

For each fixed k ≥ 1, consider the finite-state Markov chain of consecutive length-k path tuples
in C. The restriction NC is irreducible and aperiodic, so Nn

C has positive entries for all sufficiently
large n. Choosing such a connecting length divisible by k joins the terminal vertex of any tuple
to the initial vertex of any other tuple, proving that the tuple chain is irreducible. Its stationary
probabilities are the stationary path-cylinder probabilities of these tuples, and summing over the
tuples spelling w gives pµ(w). The finite-state Markov chain ergodic theorem used in Theorem 5.8
therefore gives convergence of the empirical tuple proportions, and hence of the ordered frequency
of w to pµ(w), from any starting state in C. For the based law, discard the first length-k tuple:
the remaining tuples start at time k in C, retain their original alignment, and have the law of
this chain from their entrance state. Removing that single tuple does not change the limiting
proportion. Taking the countable intersection over finite words therefore gives

fw(σ) = pµ(w) for every nonempty word w, for µ0-almost every σ.

In particular, all nonempty words accepted by this geodesic combing have positive limiting fre-
quency, but not all geodesic words in the group do: cb is geodesic and has frequency zero on every
combing ray.
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A finite empirical sample. A saved run of geodesic combing zz2.ipynb records one path of
L = 10 000 000 letters, sampled from v0 using the transition probabilities from N . The targets a,
bc, cb, ab−1a−1, and c4 are all measured on this same path. For a target of length k, it inspects the
consecutive, nonoverlapping tuples at positions 1, . . . , k, then k + 1, . . . , 2k, and so on, discarding
a trailing incomplete tuple. Thus the empirical denominator is ⌊L/k⌋, not L, and the observed
statistic is nw(σ; ⌊L/k⌋)/⌊L/k⌋. Table 1 compares selected saved observations with the exact
stationary probabilities derived above.

Word Exact pµ(w) Decimal Matches/tuples Empirical

a

√
5

10
0.223607 2 237 112/10 000 000 0.223711

bc
5−
√
5

20λφ
0.020163 100 482/5 000 000 0.020096

cb 0 0.000000 0/5 000 000 0.000000

ab−1a−1

√
5

10λ2
0.012461 41 638/3 333 333 0.012491

c4
5−
√
5

20λ3
0.001818 4 590/2 500 000 0.001836

Table 1: Exact stationary probabilities and frequencies from the saved based sample of 10 000 000
letters. The decimal probabilities and empirical frequencies are rounded to six places; the displayed
count ratios retain the observed integer data.

Figure 3 displays the cumulative ordered frequencies on the same saved path, without sampling
a new trajectory for any target. For a word w of length k, the curve records

f̂w(m) :=
nw(σ;m)

m
, 1 ≤ m ≤ mw :=

⌊
L

k

⌋
.

The horizontal axis uses a logarithmic scale for the number m of complete, consecutive, nonover-
lapping tuples, while the vertical axis is the cumulative frequency on a linear scale. At the same
horizontal coordinate, a target of length k uses the first mk letters, so different target lengths need
not refer to the same path prefix. Each curve ends at its own maximum tuple count mw, and its
terminal dot is the corresponding empirical frequency in Table 1. The dashed horizontal lines show
the exact stationary probabilities pµ(w), evaluated numerically for plotting. Only the curve ren-
dering is downsampled, to at most 3 000 plotted points per target; every complete tuple is counted
when computing the cumulative frequencies.

These observations illustrate the limits on one finite sampled path. The cumulative frequencies
need not approach their limits monotonically, and successive tuples are not assumed independent.
The zero for cb, by contrast, is forced by the missing transition rather than by sample size.
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Figure 3: Cumulative ordered frequencies for the five targets on the same saved 10 000 000-letter
path. Solid curves show nw(σ;m)/m, dashed levels give pµ(w), and endpoint dots mark the final
empirical values. The logarithmic horizontal axis counts complete tuples, so the curves terminate
at different values m = ⌊L/|w|⌋. The drawing is downsampled, but the counts use all complete
tuples.

References
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